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Abstract. The increasing role of quantified Boolean logic in many appli-
cations calls for practically efficient decision procedures. One of the most
promising paradigms is the semantic tree format implemented in the style
of the DPLL procedure. In this paper, so-called learning techniques like
intelligent backtracking and caching of lemmas which proved useful in the
pure propositional case are generalised to the quantified Boolean case and
the occuring differences are discussed. Due to the strong restriction of the
variable selection in semantic tree procedures for quantified Boolean formu-
las, learning methods are more important than in the propositional case,
as we demonstrate. Furthermore, in addition to the caching of lemmas,
significant advances can be achieved by techniques based on the caching
of models, too. The theoretical effect of these improvements is illustrated
by a comparison of the search spaces on pathological examples. We also
describe the basic features of the system Semprop, which is an efficient
implementation of (some of) the developed techniques, and give the re-
sults of an experimental evaluation of the system on a number of practical
examples.

1 Introduction

The last years have seen an increasing interest in the language of quantified
Boolean formulas (QBF s). While in complexity theory the central rôle of this
language is obvious from the fact that it represents one of the natural paradigms
for characterising the complexity class PSPACE, it has been recognised that QBFs
are also suitable in practice, since they offer a concise framework for expressing
many problems from planning, abduction, nonmonotonic reasoning, or from intu-
itionistic, terminological and modal logics. This has motivated the need for efficient
decision procedures for QBFs. As a consequence, recently, a number of such pro-
cedures have been developed, e.g., QKN [7], Evaluate [2], QSOLVE [4], Decide
[9], QuBE [5], or Semprop (the system described in this paper). However, when
compared with the procedures available for propositional logic, these procedures
are still in their infancy. Furthermore, even for the few procedures available, there
is a tendency of divergence, in the sense that almost every procedure contains
some special adhoc techniques that apply well to some examples, but may not be
useful for a generally successful approach.
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In this paper we identify some techniques that are very important if not essen-
tial for any powerful and robust QBF procedure. These techniques all subscribe to
the so-called learning or look-back paradigm, i.e., information gathered during the
search process is used to prune the remaining search. First, we consider the tech-
nique of dependency-directed backtracking, which can be seen as one of the simplest
learning methods in terms of space and time overhead. We also give experimen-
tal evidence that dependency-directed backtracking is of general importance for
deciding quantified Boolean formulas.

Another more general paradigm is caching of more complex data structures. In
its pure form, caching comes in two dual variants, caching of lemmas and caching
of models. We discuss the proof-theoretic background of these methods and the
complications arising when moving from propositional to quantified Boolean logic,
where the so-called resolvent lemma does no more hold. Unfortunately, the efficient
integration of caching methods is much more problematic than using dependency-
directed backtracking. First, from a general complexity point of view, since when
caching is applied in an uncontrolled manner, the underlying procedure looses the
advantage of being a polynomial space procedure. Furthermore, from an implemen-
tational point of view, because the integration of lemmas or models is expensive
and may significantly decrease the speed of the basic procedure. As a consequence,
in propositional logic, caching could not make its way as a standard technique.
In the pure propositional case, because of the applicability of powerful look-ahead
techniques, the use of expensive look-back techniques like caching is often not
needed. In this paper we will expound that this situation completely changes when
going from propositional to quantified Boolean logic. Since here the applicability
of look-ahead techniques is strongly restricted, there exist ridiculously small for-
mulas which are intractable for the currently existing QBF procedures, and these
formulas become trivial with caching methods. This suggests that, in contrast to
propositional logic, an integration of such methods might be indispensable.

In order to also facilitate the experimental evaluation of the presented learn-
ing methods, the methods are currently being implemented in the QBF decision
procedure Semprop. We describe the general design decisions for an efficient in-
tegration. The key idea by which the mentioned difficulties of integrating lemmas
(and models) is avoided is to limit their applicability to certain path contexts. With
this approach, one may dynamically control the size of the cache by simply adapt-
ing the size of the path contexts. We have evaluated the current implementation
on a number of practical examples. Although the current implementation does
not contain all of the presented methods, the results clearly show that learning is
beneficial and that the additional overhead can be kept under control.

The paper is organised as follows. We begin with some preliminaries in the
next section. Then, we shortly review the basic paradigms for deciding quanti-
fied Boolean formulas with the emphasis on semantic tree procedures. After dis-
cussing the main problems of devising an efficient QBF procedure, we present the
paradigm of dependency-directed backtracking, as the simplest application of the
learning paradigm. Then we turn to the development of more powerful caching
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methods, first, the case of lemmas, then, the case of models. Subsequently, we con-
sider issues of integrating and implementing the developed methods, and present
the results of an experimental evaluation.

2 Preliminaries

We consider quantified Boolean formulas in clausal form, which is sufficient, since
there exist efficient translations into this normal form. So a QBF Φ will be of
the form Q1x1 · · ·QnxnS where every Qi ∈ {∃,∀}(1 ≤ i ≤ n) and where S is a
set of propositional clauses (i.e, sets of literals) over the variables x1, . . . , xn. We
also assume that the x1, . . . , xn are pairwise different. Q1x1 · · ·Qnxn is called the
prefix and S the matrix of Φ.

For defining the semantics of QBFs, we extend the language with the two
Boolean constants � and ⊥. A clause in a QBF Φ is true if it contains � or ¬⊥;
a clause is false if it contains neither �, nor ¬⊥, nor an existential literal, i.e., a
literal whose variable is preceded by an ∃ in the prefix of Φ; otherwise a clause is
called open. Furthermore, with Φ[l/k] we denote the result of substituting l in the
matrix of Φ by k. Then the truth value of a QBF is defined inductively as follows:

– A QBF Φ with no variables is true if every clause of the matrix of Φ is true.
– A QBF Φ of the form ∀xΦ is true if both Φ[x/�] and Φ[x/⊥] are true, and a

QBF of the form ∃xΦ is true if Φ[x/�] or Φ[x/⊥] is true.

A QBF which is not true is false. We will also use the following general notion of
a partial model or just model for short. A model for a QBF Φ is any set of literals
M = {l1, . . . , ln} such that

– M does not contain �, ¬�, ⊥ or ¬⊥,
– M is consistent, i.e., contains no literal and its complement,
– the QBF Φ[x1/v1] · · · [xn/vn] is true where, for any 1 ≤ i ≤ n, xi is the variable

of li and vi is � resp. ⊥ depending on whether li is xi resp. ¬xi.

3 Semantic Tree Procedures

Before presenting the most natural paradigm for deciding quantified Boolean for-
mulas, we shall shortly mention some other approaches that are occasionally used.
One is to transform a QBF into propositional logic, the obvious problem is the
exponential blow-up of the formula size. Another is to use resolution on QBFs as
described in [7]; here the weaknesses are the same as in propositional logic where
resolution turned out to be practically useless (resolution is no PSPACE proce-
dure and difficult to control). In Section 6, however, we will demonstrate that, in
order to devise a powerful and robust QBF procedure, a controlled integration of
resolution is indispensable.

Certainly, the most natural approach to deciding the truth value of a quantified
Boolean formula is by a direct implementation of the semantics. That is, one
iteratively splits the problem of deciding a formula of the form QxΦ into the two
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subproblems Φ[x/�] and Φ[x/⊥], as in propositional logic. The resulting proof
structure is a semantic tree, i.e., a binary tree in which every pair of edges is labeled
with a variable and its negation. With the root of the tree we associate the original
QBF Φ, and with every node N in the tree with ingoing edge literal x respectively
¬x we associate the QBF Ψ [x/�] respectively Ψ [x/⊥] where QxΨ is the QBF
associated with the predecessor node of N . The additional complication of the
quantified Boolean case is that we have to distinguish between existential and
universal nodes in the tree depending on whether the literal at the ingoing edge
is existentially or universally quantified. When applying a backtracking-driven
procedure which constructs a semantic tree in a depth-first manner and considers
one branch at a time only, the truth value of a QBF can obviously be checked in
linear space.

There are two sources of indeterminism when constructing a semantic tree,
(1) on which variable to branch next, and (2) which branch to consider first. In
propositional logic, one has total freedom of selection in both respects. Since these
choices determine the size of the semantic tree, a lot of effort in SAT research has
been devoted to finding clever selection criteria. In the quantified Boolean case, the
crucial difference is that the freedom of selection of type (1) is strongly restricted
by the prefix order, since existential and universal quantifiers cannot be permuted.
So, in general, the next branching variable y of a QBF QxΦ has to be of type Q
and no other quantifier must precede y in the prefix of the QBF. As we will see,
this restriction has severe consequences for the design of efficient QBF procedures.

Example 1. A false quantified Boolean formula:

∃x1∀x2∃x3∃x4((¬x1 ∨ x2 ∨ ¬x3)︸ ︷︷ ︸
c1

∧ (x3 ∨ ¬x4)︸ ︷︷ ︸
c2

∧ (x3 ∨ x4)︸ ︷︷ ︸
c3

∧ (x1 ∨ ¬x2 ∨ ¬x3)︸ ︷︷ ︸
c4

).
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Fig. 1. A semantic tree proof for the falsity of Example 1.

In Figure 1, a semantic tree proof of the falsity of the QBF given in Example 1
is displayed. As a matter of fact, the same partial evaluation technique as in
propositional logic may be used to avoid unnecessary splittings: a clausal QBF Φ
is true if it contains only true clauses, and Φ is false if it contains a false clause.
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In either case, a further splitting on the respective branch can be avoided. In the
figure, we have added the false clauses at the respective branches.

In order to achieve a reasonably efficient basic QBF procedure, two other
methods from propositional logic are indispensable, which determine the procedure
of Davis, (Putnam,) Logemann, and Loveland [3], DPLL for short. One is the
unit propagation, the other the purity rule. Both methods are standard in QBF
procedures (see [2]).

Unit (propagation) rule. A clause c in a QBF Φ is unit if it contains exactly
one existential literal with variable, say, x and all the variables of the universal
literals in the clause occur to the right of x in the quantifier prefix of Φ. If the
QBF Φ associated with a node N in a semantic tree contains a unit clause c with
an existential literal x (¬x), then one can split on the variable x. (Immediately
afterwards one may label the new node with the subproblem Φ[x/⊥] (Φ[x/�])
with the false clause c.)

Purity rule. A literal l occurring in the matrix of a QBF is called pure if its
complement does not occur in the matrix of the QBF. If the QBF Φ associated
with a node N in a semantic tree contains a pure literal x (¬x), then one can split
on x and

– when x is existential, ignore the node with the subproblem Φ[x/⊥] (Φ[x/�]),
– when x is universal, ignore the node with the subproblem Φ[x/�] (Φ[x/⊥]).

Proposition 1. The unit and the purity rule preserve the correctness of the se-
mantic tree method for QBFs. (For a proof see [2])

The resulting inference system will be considered as our basic semantic tree
procedure for QBFs, it is also the common basis of all mentioned systems that are
using the semantic tree paradigm.

4 Towards a Powerful QBF Procedure

In the last years, very powerful decision procedures for propositional logic have
been developed. Despite the hardness of the problem, those procedures can of-
ten decide formulas containing thousands of variables. The question is whether
such procedures can be extended to the quantified Boolean case and whether a
comparable performance can be achieved. One of the main paradigms used in
propositional logic are semantic trees1. The techniques applied in propositional
semantic tree procedures comprise sophisticated criteria for variable and sign se-
lection, dependency-directed backtracking, the use of lemmas, equivalences (à la
Stalmarck) or even symmetries, methods of partitioning the input, etc. Which
1 Another is decision diagrams. It would be interesting to consider extensions of decision
diagrams to QBFs, but this is out of the scope of this paper. On the other hand, it is
obvious that stochastic methods like GSAT are useless in the quantified Boolean case.
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of these techniques should be used in order to obtain a practically efficient QBF
procedure? Furthermore, when looking at the few QBF systems that have been
developed in the last few years, additional QBF specific methods were developed
and implemented like trivial truth in [2] or sampling, inversion of quantifiers, and
failed literal detection on inner quantifiers in [9]. For example, the method called
”trivial truth” is to abstract the universal variables from a QBF and check whether
the resulting formula is true. If so, the original formula must be true, too; if not,
nothing is gained, and the runtime overhead of the method is in vain.

In order to avoid the problems of such a divergence, we think that one should
first concentrate on the identification and development of some few pruning meth-
ods which are beneficial in general. But which methods are of this type? As already
mentioned, the chief difference of the quantified Boolean from the propositional
case is that the freedom of variable selection is strongly restricted. As a con-
sequence, all the sophisticated methods from propositional logic which aim at
avoiding the selection of unfortunate branching variables are often not applicable.
In such a situation, we need methods that can remedy the redundancies induced
by unfortunate branchings, after those branchings have been performed. There
are two general approaches of this type. One is dependency-directed backtracking,
the other is caching of lemmas and models.

5 Dependency-Directed Backtracking

When analysing the behaviour of the basic semantic tree procedure for QBFs, as
introduced at the end of Section 2, it often occurs that one has to branch on a
variable x which afterwards turns out to be irrelevant for the solution of one of
its subproblems Φ1 or Φ2. This induces an unnecessary search effort.

The natural approach to attacking this problem is dependency-directed back-
tracking, also called pruning or level cut. Dependency-directed backtracking for
QBFs was first published in [5], here we give a more general account. In the QBF
case dependency-directed backtracking comes in two very different forms, one for
false and one for true subproblems. We start with the description of the method
for false subproblems, since this is similar to the propositional case (see, e.g., [8]).

5.1 Dependency-Directed Backtracking for False Subproblems

We will present the method in two versions, one weaker one, but with almost
no implementational overhead, and another more expensive method, but with
a higher potential of pruning the semantic tree. Evidently, dependency-directed
backtracking for false subproblems only applies to existential variables2.

Dependency-directed backtracking by labeling. Whenever we branch at a node N
on an existential variable x producing the subproblems Φ1 and Φ2, we label x

2 If two subproblems Φ1 and Φ2 result from a universal splitting and Φ could be identified
as false, then Φ2 need not be considered anyway.



166 R. Letz

as irrelevant. When reaching a node in the semantic tree whose associated QBF
contains a false clause c, then, for every existential literal in c, we label its variable
as relevant. If on backtracking we reach the node N , after having identified one
of its subproblems, say Φ1, as false, and if x is labelled as irrelevant, then the
subproblem Φ2 can be considered as false, too, and need not be solved any more.

Dependency-directed backtracking by relevance sets. When reaching a node in the
semantic tree whose associated QBF contains a false clause c, then the variables of
all existential literals in c are collected in the so-called relevance set of the node. If
on backtracking we reach a node N with an existential branching variable x after
having identified the subproblem at one of its successors, say N1, as false, then we
check whether x is contained in the relevance set R1 of N1:

– if not, the subproblem at the other successor N2 can be considered as false
and need not be considered, furthermore, the relevance set of N is set to R1;

– otherwise, the other successor N2 has to be processed yielding a relevance set,
say, R2. Then we check whether x ∈ R2:

• if not, the relevance set of N is set to R2;
• otherwise, i.e., only if x ∈ R1∩R2, the relevance set of N is set to R1∪R2.

Both methods preserve correctness. Obviously, the runtime overhead of the first
method is almost negligible whereas the second method is more time consuming3.
On the other hand, the second method is strictly more powerful, in the sense
that it can achieve a stronger pruning of the search tree. The case where the
first method fails is when two variables x and y (with y above x in the tree) are
relevant in the subproblem Φ1 solved first for x, but x and y are both irrelevant in
the second subproblem Φ2 for x. Using the first method the irrelevance of y cannot
be identified any more. Both methods are already successfully used in semantic
tree procedures for propositional formulas.

5.2 Dependency-Directed Backtracking for True Subproblems

The identification of irrelevant variables for true subproblems has no counterpart
in the propositional case, since it affects universal variables only. Also, this problem
is harder to handle than the case of false subproblems. In order to comprehend
the difficulties, consider the case of a branching on a universal variable producing
two subproblems Φ1 and Φ2. Assume now, for example, Φ1 has been identified as
true. Under which conditions would we consider the branching on x as irrelevant?

Dependency-directed backtracking by model intersections. As in the false
case there are different approaches. The simplest idea is as follows. Certainly, we
would consider x as irrelevant if we could re-use the solution tree of the problem
Φ1 as a solution tree for Φ2, too. This can be expressed in the following more
implementation-oriented proposition. For this, we use the following notion. Given
a leaf node N of a semantic tree whose formula is true, the set of literals on the
branch from the root to N is called the model at N .
3 Although it can quite efficiently be implemented using bit vectors.
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Proposition 2. Let T be a semantic tree proof of the truth of a QBF Φ[x/�]
respectively Φ[x/⊥]. Let further S be the set of open clauses in the matrix of Φ
that contain the literal x respectively ¬x, and M the set of models at the leaf nodes
of T . Then Φ[x/⊥] respectively Φ[x/�] is true if every clause in S contains a literal
from

⋂
M \ {x} respectively ⋂

M \ {¬x}.
In order to implement this technique, one simply has to associate with every

subproblem identified as true a corresponding model intersection set. A closer look
at this method shows that it achieves a special version of the technique of trivial
truth, mentioned in Section 4. The difference, however, is that here the method is
applied on the fly.

Dependency-directed backtracking by model unions. The model intersec-
tion method can be made more powerful concerning search pruning by pursuing
the following idea. Instead of simply re-using the solution tree of a subproblem Φ1
for its mate Φ2, one could try to modify it in the following manner. It might be
possible to extend the models encountered in the solution of Φ1 with additional
existential literals in such a manner that with those new literals the clauses S
in the argumentation above can be made true. This is captured by the following
proposition.

Proposition 3. Let T be a semantic tree proof of the truth of a QBF Φ[x/�]
respectively Φ[x/⊥]. Let further S be the set of open clauses in the matrix of Φ
that contain the literal x respectively ¬x, and M the set of models at the leaf nodes
of T . Then Φ[x/⊥] respectively Φ[x/�] is true if there exists a set E of existential
literals satisfying the following conditions:

1. every clause in S contains the complement of a literal from E,
2. E ∩ ⋃

M = ∅.
The implementation of this method is similar to the previous one. But the new

approach contains indeterminism (finding a set E), whereas the model intersection
method is completely deterministic. On the other hand, it can be shown that the
model union technique can no more be captured by the trivial truth method
mentioned before.

6 Use of Lemmas

In procedures for propositional logic, the use of lemmas (also called nogoods or
learning) is indispensible for unsatisfiable formulas which, for no variable selection
strategy, have semantic trees of manageable size. In order to comprehend the
general idea of lemmas (see also, e.g., [8]), let us consider Example 1 and the
proof of its falsity in Figure 1. The tree contains two identical subtrees below the
edges labelled with ¬x3. The use of lemmas is the natural approach of avoiding
such a duplication. It can be shown that this duplication cannot be avoided by any
of the techniques mentioned so far, including dependency-directed backtracking.
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In fact, one can construct a class of very short false QBF formulas which are
intractable for any of the existing QBF procedures based on semantic trees4.

Example 2. For any n ≥ 1, let Fn be the QBF of the following form:

∃yn+1∀xn∃yn · · · ∀x1∃y1S

where the matrix S contains the four clauses

¬yn+1, y1 ∨ y2, ¬y1 ∨ y2, y1 ∨ ¬y2, plus the n − 1 clauses

¬yj ∨ ¬xj ∨ ¬yj+1 ∨ xj+1 ∨ yj+2, for 1 ≤ j ≤ n − 1.

Proposition 4. The size of any semantic tree proof (including dependency-
directed backtracking) of an Fn is exponential in n.

The existence of intractable formulas for semantic tree procedures is nothing
exceptional, but for this formulas the behaviour of semantic tree procedures is
so poor that even the system Semprop, which has the best performance on this
class, explores a semantic tree with more than 3 × 106 branches for F30, which is
a tiny formula of just 33 clauses (as a comparison, for F35, the tree has more than
3× 107 branches). F50 cannot be solved within a day by any of the existing QBF
procedures that are based on semantic trees. In contrast, in propositional logic,
any decent decision procedure can quickly solve every formula of such a size. The
consequence to be drawn from this observation is that lemmas, which are of some
use in propositional logic, might really be indispensable in the quantified Boolean
case.

6.1 Q-Resolution

As the basis of lemma generation in propositional logic is resolution, its extension
to QBFs was introduced in [7] and called Q-resolution. Given a QBF Φ with prefix
P and matrix S, the ∀-reduct of a clause c is the clause obtained by removing any
universal literal whose variable does not precede in P the variable of an existential
literal in c. Furthermore, a clause is tautological if it contains � or ¬⊥ or a literal
and its negation. Given two non-tautological clauses c1 and c2 which contain two
complementary existential literals, say, x ∈ c1 and ¬x ∈ c2, the Q-resolvent of c1
and c2 is (c′

1 \ {x}) ∪ (c′
2 \ {¬x}) where c′

1 and c′
2 are the ∀-reducts of c1 and c2

respectively.
Q-resolution is sound, i.e., any resolvent of a true QBF can be added to its

matrix without changing its truth value.5 Recalling the semantic tree given in
Figure 1, from the two clauses c2 = x3 ∨ ¬x4 and c3 = x3 ∨ x4 the Q-resolvent x3
can be deduced, which can afterwards be used on the right-hand side to shorten
the proof. So, the integration of lemmas, i.e., Q-resolvents in a semantic procedure
for QBFs can be beneficial.
4 Whereas those formulae should be trivial for resolution-based systems like [7].
5 Q-resolution is also complete, i.e., from any false QBF Φ the empty clause can be
deduced by a sequence of Q-resolution steps. However, for our purposes completeness
is of no interest, since we want to use resolution in a limited manner only.
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6.2 Semantic Trees with Lemmas

As illustrated with the example discussed above, a natural integration of lemmas
into semantic trees could work as follows, let us call this the standard method.
We associate with every solved false node Ni of the semantic tree a clause C(Ni),
defined inductively as follows.

1. For every false leaf node N , C(N) is the ∀-reduct of the respective clause c at
N .

2. If N is a universal false non-leaf node, then we may assume that it has exactly
one false successor node N ′ and set C(N) = C(N ′).

3. If N is an existential false non-leaf node, then it must have two false successor
nodes N1 and N2. Let w.r.g. x be the literal at the edge leading to N1 and ¬x
the one at the edge to N2. We may distinguish two cases.
– Either ¬x ∈ C(N1) and x ∈ C(N2). Then C(N) is the Q-resolvent of C(N1)

and C(N2).
– Or, a clause below does not contain the complement of its respective edge

literal, say, w.r.g., C(N2). 6 This means that x is not needed in the solution
of N2. Then set C(N) = C(N2).

We call the respective semantic tree a clause-labelled semantic tree.

6.3 Complications in the QBF Case

There is a crucial difference between propositional and quantified Boolean logic
concerning the use of lemmas in semantic trees. In propositional logic, we have
the following fundamental result which supports an easy integration of lemmas.

Proposition 5 (Resolvent lemma). For any clause-labelled semantic tree proof
T for the falsity of a QBF without universal variables, i.e., a propositional formula,
no clause C(N) at a node N of T is tautological.

Unfortunately, the resolvent lemma does no more hold in the general QBF case.
The critical situation may be described as follows. In the course of generating a
semantic tree, it may happen that an existential variable x is used as a branching
literal, although there is some non-selected universal variable y to the left of x in
the prefix. This may occur in an application of the unit propagation rule. Now it
can occur that two sibling nodes below are labelled with clauses c1 = y ∨ ¬x ∨ ¬z
and c2 = ¬y ∨ ∨¬x ∨ ¬z with z being an existential variable. Because ¬x blocks
the removal of y respectively ¬y, the Q-resolvent of both clauses is tautological.
Obviously, tautological clauses are not productive for shortening semantic tree
proofs.

When faced with this problem, one may simply accept it and use the standard
method, with the consequence that in the QBF case fewer productive lemmas are
available. As a matter of fact, it does not make sense to restrict the unit rule
6 Note that when using dependency-directed backtracking, at least one of the two clauses
must contain the complement of its respective edge literal.
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in such a manner that the generation of tautologies is avoided, since the unit
rule is one of the driving forces of the procedure. But there is another possibil-
ity for avoiding tautologies. Assume, in the mentioned example, that N would
be the node above at which the unit rule w.r.t. the existential variable x was
applied. Then the respective false leaf successor of N is labelled with a clause c
containing x. Now one could try to remedy the tautology generation problem by
performing Q-resolution between the clauses c1 and c and the clauses c2 and c,
thus removing the blocking literal ¬x, and afterwards applying Q-resolution to the
resulting clauses. Unfortunately, it may not suffice to do this, because other exis-
tential literals could be contained and block the ∀-reduction. Furthermore, when
performing Q-resolution with c, new blocking literals may be imported, leading
to some snowball effect. From a practical point of view, any such sophisticated
method of tautology avoidance should evaluate the efforts needed to circumvent
the generation of a certain tautology with the gain that may be achieved this way,
i.e., whether a useful lemma results.

7 Use of Models

As illustrated with the different variants of dependency-directed backtracking,
in quantified Boolean logic, most methods have a dual form. The dual form of
employing lemmas is the use of models. As a motivation, consider the semantic
tree proof shown in Figure 2 of the formula given in Example 3. This proof contains
two identical subtrees below the edges labelled with ¬x3. None of the methods
developed so far can capture this redundancy.

Example 3. A true QBF ∀x1∃x2∀x3∀x4∃x5(c1 ∧ c2 ∧ c3 ∧ c4 ∧ c5) where

c1 = x1 ∨ ¬x3 ∨ x5,
c2 = ¬x1 ∨ x2 ∨ x5,
c3 = ¬x2 ∨ x4 ∨ x5,
c4 = x3 ∨ ¬x4 ∨ ¬x5,
c5 = x2 ∨ ¬x3 ∨ ¬x5.

As a natural approach for solving this problem we introduce model resolution,
which can be viewed as the dual of Q-resolution. Given two models m1 and m2
for a QBF Φ containing two complementary universal literals, say, x ∈ m1 and
¬x ∈ m2, the model resolvent of m1 and m2 is the set (m′

1 \ {x}) ∪ (m′
2 \ {¬x})

where m′
1 is obtained from m1 by removing any existential literal whose variable

does not precede in P the variable of a universal literal in m1, and analogously
for m′

2.

Proposition 6. If a model resolvent m of two models for a QBF Φ is consistent,
then m is a model for Φ.

How can this method be applied to shorten the proof of Example 3? Consider
the situation when the leaf node N1 at the edge labelled with ¬x5 on the left-hand
side is reached. The set of the respective branch literals m1 = {x1, x2,¬x3, x4,¬x5}
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Fig. 2. A semantic tree proof for the truth of Example 3.

is a model for Φ. The essential observation now is that x1 is redundant in
this model, the only clause made true by x is x1 ∨ ¬x3 ∨ x5, but ¬x3 is al-
ready in the model. Consequently, it can be reduced to m1 = {x2,¬x3, x4,¬x5},
which is a model for Φ, too. For the next leaf node N2 to the right, the
same holds for the model {x1, x2,¬x3,¬x4, x5}, which can hence be reduced to
m2 = {x2,¬x3,¬x4, x5}. Now, model resolution can be applied to m1 and m2
yielding the model m = {x2,¬x3}. The model m can then be used to solve the
¬x3-edge on the right-hand side of the tree, since it subsumes (is a subset of)
the set of literals on the branch. This way the duplication can be avoided. An
essential observation of this application of model resolution is that models need to
be reduced in order to be beneficial. The problems of integrating model resolution
in an efficient manner are the same as for lemmas.

7.1 Use of Models for Exploiting the Independence of Subproblems

Interestingly, there is a technique based on the caching of model information which
nicely addresses the problem that standard QBF procedures have with certain for-
mulas containing variable-independent subformulas. One of the simplest formula
classes which reveals the weakness of the existing QBF procedures in this respect
is the following.

Example 4. ∀x1x3 · · ·xn−1∃x2x4 · · ·xn(c1 ∧ · · · ∧ cn) where
c1 = x1 ∨x2, c2 = ¬x1 ∨¬x2, c3 = x3 ∨x4, c4 = ¬x3 ∨¬x4, . . . , cn−1 = xn−1 ∨xn,
cn = ¬xn−1 ∨ ¬xn.

Such a QBF consists of simple variable-independent subproblems, which could
easily be solved separately. However, this simple class is intractable for the stan-
dard QBF decision procedures, and there is no obvious general remedy of this
weakness. In order to exploit the independence of subproblems, in certain sys-
tems, special techniques for partitioning have been integrated (see, for example,
[9]). However, one could worsen the problem by introducing connecting variables,
which would block the possibility of partitioning the formula.

Such a modified class is shown in the next example.
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Example 5. ∀x1x3 · · ·xn−1xn+1∃x2x4 · · ·xn(c1 ∧ · · · ∧ cn) where
c1 = x1 ∨ x2 ∨ x3, c2 = ¬x1 ∨ ¬x2 ∨ ¬x3, c3 = x3 ∨ x4 ∨ x5, c4 = ¬x3 ∨ ¬x4 ∨ ¬x5,
. . . , cn−1 = xn−1 ∨ xn ∨ xn+1, cn = ¬xn−1 ∨ ¬xn ∨ ¬xn+1.

When analysing the behavior of a semantic tree procedure on the previous
example, we can make an interesting observation. Given a model m for the formula
containing an existential literal, say, ¬xi and a universal literal xi−1 immediately
above, then, when switching the signs of both literals, the respectively evaluated
QBF’s are identical. Consequently, this new partial interpretation m′ must be a
model of the formula, too. This can be exploited for search pruning, by simply
avoiding the search when faced with the partial interpretation m′.

The idea underlying this observation can be generalised to a powerful search
pruning mechanism, which is based on the following property of QBF’s. Given a
QBF Φ with clauses S and a partial interpretation m, with V (m) we denote the
set of variables underlying m, i.e. the result of deleting the signs, with �(m) we
denote the set of clauses in S satisfied by m, and with A(m) we denote the clauses
in S \ �(m) which contain complements of literals in m.

Proposition 7 (Sign abstraction). Given two partial interpretations m and
m′, if m is a model of Φ, V (m′) ⊆ V (m), �(m) ⊆ �(m′), and A(m) is empty,
then m′ is a model of Φ.

This property can be directly used as a search pruning mechanism, as follows.
During the proof process, we cache pairs 〈m, S〉 where m is a model of Φ and
S = �(m). Then, for every branch m′, we check whether A(m) is empty. If so, we
check the other conditions for all pairs in the cache. Interestingly, with this method
the mentioned examples can be solved in linear time, even if always the newest
few pairs are kept in the cache. That this method is also relevant for practical
examples, is demonstrated below.

8 Integration and Implementation of Caching Methods

There have always been attempts to integrate lemmas into propositional semantic
tree procedures. However, as experience has shown, it is very difficult to implement
lemmas in such a manner that the runtime overhead is not too high. Furthermore,
it is hard to find the right trade-off between not to get drowned by the wealth of
possible lemmas and keeping such lemmas which are effective in shortening the
proof process.

Our approach to overcome these problems is to always generate conditional
lemmas, i.e. lemmas of the form m � c where c is a clause and m is a certain
path context, i.e., an initial segment of the literals on the current tree branch. The
validity of a lemma is always restricted to m. When on backtracking the lowest
literal in m is touched, all lemmas associated with m are automatically deleted.
On the one hand, this procedure provides a relatively robust means to control the
number of lemmas that are generated, viz., by simply modifying the size of the
path context. One the other hand, lemmas will automatically be deleted (see also
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[8]). As a general criterion for limiting the number of lemmas, we generate lemmas
only at existential branching points where both subtrees are complex. In practice,
the size of the context is controlled by the following self-adjusting procedure. We
periodically compare the size of the lemma cache with the number of effective uses
of lemmas, and adapt the size of the path context accordingly. As our experience
with a large number of experiments in propositional and quantified Boolean logic
have shown, this procedure can keep the space and time overheads of caching in
reasonable bounds and yet achieve a significant reduction of the proof length, so
that on average it performs better than methods without caching. This is a crucial
difference to the manner learning techniques are currently integrated in the system
QuBE. In QuBE no context lemmas (and models) are used, instead the maximal
length of a lemma (and model) has to be controlled by the user [6].

The manner how lemmas are represented also deserves some remarks. The
lemma associated with a tree node is encoded by using bit vector technology.
These bit vectors are destructively modified when moving back from the leaves
towards the root of the tree. Whenever we decide to make a lemma available for
a future use, this information is converted into the standard data structure used
for clauses, viz. a list of pointers to the contained literals, plus some control infor-
mation. The same bit vector technology can also be used for doing dependency-
directed backtracking efficiently. Finally, also the sign abstraction method can be
implemented this way, in the current implementation the default cache size for
the respective pairs is 10.

In summary, the current implementation of Semprop contains the following of
the described features:

– dependency-directed backtracking,
– generation of Q-resolvents according to the standard scheme,
– the sign abstraction method as described in 7.1.

Model caching is currently implemented in the same manner as lemma caching.
The system (version semprop240202) is available on the following web page:

http://www.jessen.informatik.tu-muenchen.de/˜letz/semprop/

9 Experimental Results

We have tested the current implementation both on randomly generated examples
and on structured examples. As randomly generated examples we used the set
3QBF-5CNF of 1000 QBF formulas generated by F. Massacci (download, e.g.,
from http://frege.mrg.dist.unige.it/star/qube/). The only procedure which can
compete with Semprop on these examples is the system QuBE [5]. For both QuBE
and Semprop without caching, the median of the solution times per example is
less than 100 milliseconds whereas for all other mentioned procedures it is > 104

seconds on contemporary hardware. So even without caching, Semprop is one of
the most powerful QBF procedures around. It is interesting to note that from the
mentioned QBF procedures only QuBE and Semprop use forms of dependency-
directed backtracking.
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Problem lem abs both
adder-2-sat 0.06 0.05 0.01 0.01
adder-2-uns. 1.86 1.10 1.86 1.18
blocks3ii.4.3 9.87 4.33 10.15 4.37
blocks3ii.5.2 25.19 7.55 27.28 8.26
blocks3ii.5.3 > 200 34.88 > 200 37.17
blocks3iii.4 50.44 51.22 54.73 55.20
blocks3iii.5 2.23 1.78 2.55 1.95
chain12v13 0.35 0.37 0.08 0.08
chain13v14 0.71 0.75 0.09 0.09
chain14v15 1.55 1.58 0.09 0.09
chain15v16 3.18 3.27 0.10 0.10
chain16v17 6.75 6.91 0.10 0.10
chain17v18 14.35 14.58 0.11 0.11
chain18v19 30.99 31.42 0.11 0.11
chain19v20 65.75 66.63 0.12 0.12
chain20v21 143.45 144.08 0.12 0.12
chain21v22 > 200 > 200 0.13 0.13
chain22v23 > 200 > 200 0.13 0.13
chain23v24 > 200 > 200 0.14 0.14
impl02 0.01 0.01 0.01 0.01
impl04 0.01 0.01 0.01 0.01
impl06 0.02 0.02 0.01 0.01
impl08 0.05 0.03 0.01 0.01
impl10 0.15 0.08 0.01 0.01
impl12 0.95 0.43 0.02 0.01
impl14 5.19 2.16 0.03 0.01
impl16 19.05 12.43 0.03 0.01
impl18 163.14 69.68 0.03 0.01
impl20 > 200 > 200 0.05 0.01

Problem lem abs both
lognbwlargea0 0.01 0.02 0.01 0.03
lognbwlargea1 11.98 3.26 15.51 4.07
lognbwlargeb0 0.02 0.02 0.03 0.03
lognbwlargeb1 63.38 16.98 68.44 17.30
r3∗3 15 2.50 0 0.02 0.02 0.02 0.02
r3∗3 15 2.50 1 0.05 0.05 0.02 0.03
r3∗3 15 2.50 2 0.01 0.01 0.01 0.01
r3∗3 15 2.50 3 0.01 0.03 0.02 0.02
r3∗3 15 2.50 4 0.03 0.04 0.03 0.03
r3∗3 15 2.50 5 0.01 0.01 0.01 0.01
r3∗3 15 2.50 6 0.10 0.09 0.10 0.11
r3∗3 15 2.50 7 0.11 0.12 0.10 0.11
r3∗3 15 2.50 8 0.28 0.30 0.20 0.20
r3∗3 15 2.50 9 0.01 0.02 0.02 0.01
r3∗7 15 2.60 0 0.14 0.14 0.14 0.16
r3∗7 15 2.60 1 0.02 0.01 0.02 0.01
r3∗7 15 2.60 2 0.05 0.06 0.05 0.04
r3∗7 15 2.60 3 0.12 0.14 0.13 0.14
r3∗7 15 2.60 4 0.02 0.02 0.04 0.03
r3∗7 15 2.60 5 0.21 0.22 0.12 0.12
r3∗7 15 2.60 6 0.07 0.10 0.07 0.06
r3∗7 15 2.60 7 0.01 0.20 0.14 0.16
r3∗7 15 2.60 8 0.01 0.01 0.02 0.01
r3∗7 15 2.60 9 0.01 0.01 0.01 0.01
toilet2.1.iv.3 0.01 0.01 0.01 0.01
toilet2.1.iv.4 0.01 0.01 0.01 0.01
toilet6.1.iv.11 12.24 13.88 13.96 14.86
toilet6.1.iv.12 2.23 2.51 2.46 2.62
toilet7.1.iv.14 29.45 23.12 32.66 15.06

As structured problems we took the 91 formulas which are also used by
QuBE (see http://frege.mrg.dist.unige.it/star/qube/). We compared four variants
of Semprop, all using dependency-directed backtracking. In the first column, the
results for the system without lemmas and sign abstraction are shown, column
2 shows the results for lemmas without abstraction, column 3 contains results
for abstraction without lemmas, and column 4 lemmas and abstraction. Times
are given in seconds on a Sun running with about 800 MHz. Problems not listed
could not be solved by any of the versions within 200 seconds.

The results clearly show that the full version of the system including lemma
caching and sign abstraction is the most successful one, it can solve 58 problems,
also the average runtime per problem is smaller. Interestingly, sometimes the dif-
ferent techniques seem to have their special domains where they work very well.
For example, the chain class is solved linearly by all systems using sign abstrac-
tion, but only exponentially without this method. It is, however, too early to give
an explanation of this phenomenon. As a further remark, the currently used stan-
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dard paradigm for generating lemmas in certain cases produces only tautologies,
for example, on the problem toilet6.1.iv.11. Consequently, it seems worthwhile to
use a method of tautology avoidance, as mentioned above.

10 Conclusions

In this paper we have investigated the integration of a number of so-called learning
techniques in semantic tree-based decision procedures for quantified Boolean for-
mulas. We have considered both the caching of lemmas and models plus a certain
abstraction technique based on models. The practical usefulness of these methods
could be demonstrated with a significant gain in performance on a number of ex-
amples, even for an implementation which does not contain all of the presented
methods and hence does not exploit the full power of caching. Consequently, for
a full integration of caching, one may expect a further significant improvement in
performance.

Acknowledgments. I would like to thank the referees for the instructive com-
ments.
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